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Executive Summary

1 Ben Buchanan and Taylor Miller, “Machine Learning for Policymakers,” Belfer Center for Science and International Affairs (June 2017), p.8. Accessible online.

Machine Learning (ML), commonly categorized as a subfield of Artificial Intelligence (AI), is a field of study 
concerning how to automatically extract meaningful information from data with statistical algorithms. 
ML’s driving principle is that an algorithm can use statistical patterns within data to make accurate predic-
tions about new data that it hasn’t seen before. While ML stems from statistical modeling, it differs in that 
the extraction and extrapolation process is done automatically and can also be conducted without human 
guidance. Once the algorithm is trained on sample data, researchers and software engineers can apply the 
algorithm to new, larger streams of data. ML is already an integral component of many deployed commer-
cial applications, such as social media feed ranking, financial market prediction, and medical image diag-
noses, as well as public applications, such as risk assessments in the justice system. In addition, ML will be 
foundational in the future of various other emerging technologies, such as autonomous vehicles (AVs) and 
next-generation cybersecurity. 

Despite ML’s widespread deployment, domestic regulation remains sparse. While an Artificial Intelligence 
in Government Act was recently introduced in the Senate, the most comprehensive regulation stems from 
the European Union’s General Data Protection Regulation (GDPR), which restricts the areas where auton-
omous decisions are legal and gives individuals greater control over their data. Without clear guidance and 
regulation, the expansion of ML raises significant policy challenges, such as transparency and explainability, 
accountability, and fairness.

What is Machine Learning?
There are three main components to every machine learning (ML) system: the training dataset, the model, 
and the learning algorithm. It is useful to think of the ML model, which is a set of adjustable parameters, 
as a box with many knobs.1 After feeding the training dataset into the model, the learning algorithm tinkers 
with the knobs until it achieves the most accurate prediction for the task at hand, such as identifying an 
image of a tumor. The “learning” occurs as an iterative process where the model’s parameters are incremen-
tally adjusted by the learning algorithm based on statistical calculations. At each step, the model outputs 
a prediction estimate that is compared with the true value found in the training dataset, and the learning 
algorithm uses this comparison to adjust the parameters, improving the estimate for the next step. The goal 
is to take a trained model and use it to make predictions for data outside the training dataset. For instance, 
the goal would be to apply a model to diagnose real patients after it can accurately identify tumors in the 
training dataset.

https://www.belfercenter.org/sites/default/files/files/publication/MachineLearningforPolicymakers.pdf
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The way in which practitioners train models varies depending on the application, as does the type of model 
used. There are three broad categories of training, which depend on the data available. These are divided 
into: supervised learning, unsupervised learning, and semi-supervised learning.

In supervised learning, the algorithm learns from a set of training data that also includes the “right” 
answer.2 For instance, to teach a computer system to detect spam, a practitioner would provide the 
algorithm with examples of emails that are clearly labeled as spam or not spam. 

Unsupervised learning algorithms, on the other hand, are fed training data that does not include the 
“right” answer. The algorithm instead looks for common patterns in the data with the goal of predicting 
if a new unseen data point will match one of the discovered patterns. An example would be feeding an 
algorithm a set of housing prices in hopes of predicting the price of a new house based on location. The 
model would learn the location distribution by “clustering” houses based on price without human guidance. 

There is also semi-supervised learning, which is a mixture of supervised and unsupervised learning. This 
involves using small amounts of labeled data to improve the performance of unsupervised learning on large 
amounts of unlabeled data. For most applications of machine learning, acquiring labeled training data is the 
most expensive part because labeling needs to be done by humans. Therefore, semi-supervised learning is a 
popular method for improving model performance while keeping costs low.

The choice of ML model depends on the problem being solved and the type of data available to solve it. 
Deep learning and reinforcement learning, either of which can be developed using supervised, semi-su-
pervised, or unsupervised learning, are types of machine learning models that have received considerable 
attention in the last decade because they have solved problems that were previously considered unsolvable. 
Deep learning is a loose approximation of how the brain processes sensory information and is therefore 
integral for speech and image recognition technologies. Reinforcement learning, which uses a system of 
rewards within a constrained environment, is commonly used in robotics for navigation and has also been 
gaining popularity as a tool for solving complex strategy games.3

All in all, the term “machine learning” encompasses a wide range of learning models that vary in terms of 
human supervision levels and data requirements. These factors will come into play when determining if 
regulation needs to be tailored by learning category or application.

2 Ibid, p. 6.
3 Robert D. Hof, “Deep Learning,” MIT Technology Review. Accessible online.

https://www.technologyreview.com/s/513696/deep-learning/
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Common Applications and Market Development

4 Louis Columbus, “Roundup of Machine Learning Forecasts and Market Estimates, 2018,” Forbes (February 18, 2018). Accessible online.
5 “AI for Good,” Microsoft (Access on May 9, 2019). Accessible online.
6 Jeff Dean and Jacquelline Fueller, “AI for Social Good,” Google (October 29, 2018). Accessible online.
7 AI in Government Act of 2018, S.3502, 115th Cong. (2018). Accessible online.

ML applications can be found in almost every aspect of modern life, including transportation, communi-
cation and social media platforms, personal assistants, and financial platforms. Many of the applications for 
machine learning are mature and already widespread in the market. For instance, ML is commonly used to 
find travel routes based on the fastest travel time, minimize wait times for ride sharing apps, catch spam in 
email inboxes, expedite medical diagnoses, detect fraud in bank accounts, facially recognize and automati-
cally tag friends on Facebook, recognize voice commands for personal assistants, and provide movie recom-
mendations on Netflix. 

Accordingly, the ML market has grown rapidly in the past five years. ML patents were the third fastest-grow-
ing category of patents granted from 2013 to 2017.4 Forecasts predict ML and AI investments to grow from 
$12 billion in 2017 to $57.6 billion in 2021. Much of the commercial investment has been driven by the major 
technology companies, such as Google, Apple, Facebook, Amazon, Microsoft, Uber, Netflix, Tesla, and IBM. 
Several of these commercial companies have also stepped up to establish best practices in the emerging fields 
of ML and AI, such as Microsoft’s AI for Good 5 and Google.org’s AI for Social Good,6 which is funding $25 
million in AI projects around the world. As it stands, commercial companies are setting the standards and fast 
pace of ML research and development with minimal input from government and regulatory bodies.

Current Governance and Regulation
Regulating ML is challenging because of the broad scope of types of ML as well as the far-reaching nature 
of its applications. While there is no current enacted regulation specifically addressing ML, there is pro-
posed ML legislation as well as related existing governance that impacts ML deployment. However, the 

following should not be considered an exhaustive list of relevant regulation.

Domestic, specifically applied to ML/AI:

• Artificial Intelligence in Government Act (2018):7 While not yet passed, this Act is the most direct 
attempt to regulate ML and AI. Introduced in the Senate by the Congressional AI Caucus, the Act 
seeks to establish an AI in government advisory board as well as promote research to advance U.S. 
competitiveness.

https://www.forbes.com/sites/louiscolumbus/2018/02/18/roundup-of-machine-learning-forecasts-and-market-estimates-2018/#787f59b92225
https://www.microsoft.com/en-us/ai/ai-for-good
https://www.blog.google/outreach-initiatives/google-org/ai-social-good/
https://www.congress.gov/bill/115th-congress/senate-bill/3502
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• Guidance on Autonomous Vehicles (AV) (2018):8 The National Highway and Transportation Safety 
Administration outlined guidance moving forward in the evolution and adoption of fully autono-
mous vehicles. 

• Fundamentally Understanding the Usability and Realistic Evolution of Artificial Intelligence Act 
(2017): While this bipartisan act did not become law, it provides a look at what the legislature has 
considered in the past around AI. 

• National Artificial Intelligence Research and Development Strategic Plan (2016): Developed by the 
Artificial Intelligence Task Force, this strategic plan examines how AI can be used to make govern-
ment more efficient. The White House Select Committee on Artificial Intelligence began looking into 
updating this plan in 2018.

Domestic, not specific to ML/AI:

• Communication Decency Act Section 230: CDA Section 230 states that websites are not responsible 
for what users post on their sites. This relates to the use of ML in social media platform curation.9

• Civil Rights Act (1964, 1968): This Act protects against discrimination on the basis of race, gender, 
religion, and other factors and would therefore impact autonomous decision- making performed by 
ML.10 Audits of ML models therefore have to prove that the models are unbiased.

Domestic Governance Bodies:

• The White House AI Committee: The Committee explores ML specifically as well as how to promote 
future research and development.

• House Subcommittee on Information Technology Committee on Oversight and Government 
Reform: The Committee issued report on the Rise of the Machines: Artificial Intelligence and its 
Growing Impact on U.S. Policy (2018).11

International:

• EU’s General Data Protection Regulation (GDPR) (2016): While primarily concerned with privacy, 
GDPR does place a significant compliance burden on ML. GDPR limits when autonomous decisions 
are considered legal and also puts an important emphasis on the data subject’s consent.12 In addition, 
GDPR influences what data is collected and therefore will impact the training of ML models.

8 “Preparing for the Future of Transportation: Automated Vehicles 3.0,” U.S. Department of Transportation (October 4, 2018). Accessible online.
9 “What is Section 230 of the Communication Decency Act (CDA)?” Minc Law (Accessed on May 9, 2019). Accessible online.
10 “Employment Discrimination Board Based on Religion, Ethnicity, or Country of Origin,” U.S. Equal Employment Opportunity Commission (Accessed on May 9, 2019). 

Accessible online.
11 John Russell, “Rise of the Machines—Clarion Call on AI by U.S. House Subcommittee,” HPC Wire (October 2, 2018). Accessible online.
12 Andrew Burt, “How will the GDPR impact machine learning?,” O’Reilly (May 16, 2018). Accessible online.

https://www.transportation.gov/av/3/preparing-future-transportation-automated-vehicles-3
https://www.minclaw.com/legal-resource-center/what-is-section-230-of-the-communication-decency-act-cda/
https://www.eeoc.gov/laws/types/fs-relig_ethnic.cfm
https://www.hpcwire.com/2018/10/02/rise-of-the-machines-clarion-call-on-ai-by-u-s-house-subcommittee/
https://www.oreilly.com/ideas/how-will-the-gdpr-impact-machine-learning
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• China AI Standardization: Created by the Ministry for Industry and Information Technology, this 
outlines a Chinese development plan and broader strategy for AI.13

13 Aaron Boyd, “Here’s What the White House’s AI Committee Will Focus On,” Nextgov (June 28, 2018). Accessible online.
14 Timothy Persons and James-Christian Blockwood, “Artificial Intelligence: Emerging Opportunities, Challenges, and Implications,” U.S. Government Accountability Office 

(March 28, 2018). Accessible online. 
15 Jeff Dean and Jacquelline Fueller, “AI for Social Good,” Google (October 29, 2018). Accessible online.
16 “Gender Shades Project,” MIT Media Lab (Accessed on May 9, 2019). Accessible online.

Public Purpose Considerations
Machine learning has the potential to advance important elements of public purpose, such as health, ac-
cessibility, safety, and fairness. As previously noted, ML is already transforming the health industry by 
improving detection rates and accelerating diagnoses for cancer and other serious illnesses. In addition, the 
massive amounts of big data from wearables could unleash a new revolution of health insight and disease 
prevention. In regard to access and safety, the rise of Autonomous Vehicles (AVs), which rely on ML 
models, is expected to significantly enhance mobility, especially for disabled populations or senior citi-
zens,14 while drastically reducing driving fatalities. In regard to security, ML can be used to more effective-
ly detect and defend against cyberattacks. ML has also been deployed for environmental purposes, such as 
determining the location and status of endangered species and improving flood and wildfire predictions.15

At the same time, ML raises important threats to public purpose regarding discrimination, accountability, 
and privacy. Because ML systems are trained on data collected by humans, they are subject to the sampling 
bias from the humans collecting and annotating that data. For instance, researchers found that facial detec-
tion software sold by IBM, Microsoft, Amazon, and Face++ disproportionately misidentified dark-skinned 
women compared to lighter-skinned men.16 The training data contained few examples of women of color 
relative to examples of white men, and this problem was fixed by simply adding more examples of women 
of color to the training data. To avoid worsening bias and discrimination, engineers and data scientists 
must ensure that ML systems are audited for bias before being approved for public deployment.

Methods for auditing ML systems for bias can be difficult because the parameters that define the predic-
tions and decisions made by ML models are often uninterpretable. Certain models like logistic regression 
and decision trees have interpretable parameters, but deep learning and reinforcement learning do not. This 
lack of transparency is commonly referred to as the black box problem.

The general wisdom that more data yields better predictions has fueled the “big data” hype and encouraged 
companies to collect as much data as possible from users, raising significant privacy concerns. ML can 
be deployed to more easily re-identify anonymized datasets, further undercutting consumer protections. 
Similarly, ML introduces security threats in that bad actors can poison ML systems with malicious 

https://www.nextgov.com/emerging-tech/2018/06/heres-what-white-houses-ai-committee-will-focus/149382/
https://www.gao.gov/products/GAO-18-142SP
https://www.blog.google/outreach-initiatives/google-org/ai-social-good/
https://www.media.mit.edu/projects/gender-shades/updates/
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training datasets. For instance, using adversarial techniques to trick image recognition could have serious 
implications for autonomous weapons systems that use ML to identify their target. Finally, ML is expected 
to change the future of work and could impact both blue collar and white-collar jobs by automating many 
tasks, such as those performed by factory workers, truck drivers, cashiers, radiologists, and accountants.

Policy Questions for Consideration
• How can we promote innovation in the emerging field of ML while safeguarding public interest 

through public governance mechanisms?

• How can various nations align their ethical standards in ML development?

• Do different types of ML models require tailored and granular regulation?

• What does it mean for an ML model to be unbiased and fair?

• How do we balance the value of consumer privacy with ML’s reliance on big data?

• How do we ensure that the effects of worker displacement are considered against the productivity 
gains through ML-enabled applications?

• How does the introduction of ML impact the future of warfare?


